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Abstract
In this project, we study the compositional nature of human actions by representing
video frames as spatial-temporal scene graphs, as an intermediate feature towards
action recognition in video data. We propose a generic architecture for effectively
extracting graph and temporal features from scene graphs for a better action recognition result. We demonstrate the effectiveness of the proposed ST-SGN model
on the action classification task on the trimmed video from the Action Genome
dataset with an improvement of 64.9% on top-1 accuracy compared to the baseline.
We further show that with a GINE graph encoder and Bidirectional GRU temporal
reducer, ST-SGN can improve the state-of-the-art performance from 60.3% mAP
to 70.0% mAP on the multi-label action classification task.

Figure 1: An overview of our method’s pipeline for multi-class action classification problem using
scene graph from Action Genome. We slice the raw input video into several clips, then we feed the
scene graph extracted from each clip to the proposed ST-SGN model. The output of each clip is
aggregated to produce the final prediction result. We illustrate ST-SGN model in detail in Fig 3.
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Introduction

The problem of action recognition is defined as recognizing human actions that occurred in videos.
In the field of computer vision, remarkable progress [6, 13, 50] has been made toward this problem
with the help of large-scale benchmark video datasets [11, 27, 50], and deep learning based video
models [12, 13, 6]. While achieving good the results, existing works [27, 11] typically tackle action
recognition in its simpler form by studying tasks such as single-action classification [27, 6] or temporal
action localization [23, 74], in which only one action occurred at a time. In a more challenging
task where we seek to predict multiple actions in a clip at the same time [50], the state-of-the-art
models [6, 13, 12] often only achieve sub-optimal results. This is because these methods only treat
human actions as monolithic events and restricted model’s capability to understand human behavior.
Preprint. Under review.

Figure 2: Example scene graphs from the Action Genome [22]. We treat relationship as edges, and
human and objects as nodes, which forms a multigraph structure. The proposed ST-SGN model
leverages both node and edge features to improve model’s understanding to on-going actions.

In real life, actions are often composed of human’s interaction with the surrounding environment.
For example, the action of "drinking tea" can be decomposed to a series of dynamic interactions
between the person and the cup, as well as the table where the person sits on. This indicates that
human actions are compositional in nature. We argue that learning such compositionality is the key
to push model’s understanding of human actions to the next level.
In recent work, Action Genome [22] proposes to view human actions as compositions of visual
relationships between human and surrounding objects and represent it as a spatio-temporal scene
graph. The work shows that by directly learning from this intermediate representation, a model
can achieve much better performance on the challenging multi-label action classification tasks on
Charades (from state-of-the-art model’s performance of 42.5% mAP to 60.3 % mAP). However, in
the original work [22], the authors only explore directly flatten the graph matrix as a feature vector,
and feed it to a multi-layer perceptron (MLP) [16], neither exploiting the graph structure nor the
spatio-temporal feature of the scene graph representation.
In this paper, we built upon the recent progress on graph neural networks [28, 64] and propose a
novel Spatio-Temporal Scene Graph Network (ST-SGN) model for learning scene graph in videos,
and evaluate its effectiveness on the task of multi-class action classification on Action Genome [22].
We show that, by leveraging the node, edge, and the spatial information preserved in the graph
structure, and combining with state-of-the-art temporal modeling techniques [20, 8], we are able to
improve original work’s [22] result of 60.3% mAP to 70.0% mAP. We also examined our method
on the single-class classification task, and show that it achieves 64.9% improvement in performance
compared to the baseline model.

2

Related Work

We first present previous works on action recognition on videos. Then, we give a brief overview
on existing methods that study compositionality and visual relationships. Lastly, we introduce the
state-of-the-art graph neural networks.
2.1

Action Recognition.

As of today, there have been two major tasks that are widely studied in the domain of action
recognition: action classification [70] and temporal action detection (TAD) [59]. In the action
classification task, built upon 2D CNN [26], two-stream methods with optical flow [14, 52, 56, 55]
and RNN-based models [10, 34, 31, 69, 53] were once two major branches in this field. Nowadays,
3D CNNs [6, 18, 45, 54, 60] such as 3D Inception CNN [6], SlowFast network [13] , and X3D [12]
that seek to jointly model the spatio-temporal features of human actions have become the mainstream.
This shift is a result of the expanding computing power and the introduction of large-scale benchmark
video datasets [5, 11, 73]. TAD [59] in comparison is a harder task, as models not only need to
classify the action, but also to detect its start and end time. These works often come with either a
proposal-then-classification paradigm [49, 62, 15, 37, 35] or an approach to model the two steps at
the same time [36, 4, 68, 1].
One problem of the existing 3D CNN models is that they are not capable of learning data without
grid-like structures, and can only focus on recognizing human actions directly from videos using
the RGB information, which makes it challenging for the model to understand the compositional
2

Figure 3: The architecture of the ST-SGN model, which combines a graph encoder module and a
temporal reducer module. It outputs logits h ∈ R|A| , where |A| is the number of action classes. We
experimented with three types of graph encoder, three types of readout functions, and three types of
temporal reducer techniques.

structure in human actions, yet understanding the human-object relationships is essential to develop
models practical in recognizing human actions in real life.
2.2

Compositionality and Visual Relationships.

The study of scene components as visual relationships has been popular in image domain [25, 2,
67, 40, 24, 7, 29, 46, 47], where research works often seek to parse an image to text. In the video
domain, a similar representation is studied to represent human actions. For example, Action Genome
[22] represent the dynamic human-object relationship in video as a spatio-temporal scene graph, and
Something-Else [41] focused on modeling the relationship between objects. To model the visual
relationship compositionality, a line of CNN [30] and RNN [20] based approaches [72, 71, 39, 63, 33]
were proposed for generating such relationships from plain images, but they have been limited to
relatively simple relationship structures. As the graph structure of the visual relationship gets more
complicated, we identify graph neural networks [66, 43] to be a strong candidate to study such
relationship compositionality.
2.3

Graph Neural Networks (GNNs).

First introduced in [17, 48], deep learning based graph models [58, 3, 19, 9, 28] like GCN [28]
have evolved to be a powerful tool for learning data structured as a graph. In action recognition,
a line of works [65, 32, 44, 57, 42] has studied the applications of GNNs in video domain. [65]
studied extracting human skeleton features from videos and [44, 42] studied generating human-object
interactions as scene graphs from RGB image or videos [44, 42].
However, to the best our knowledge, there are few existing research that emphasizes on applying
GNNs on learning scene graph for human action recognition. Admittedly, the ultimate goal of action
recognition is still to identify actions from raw videos, and scene graphs serve as a good intermediate
representation. Yet we particularly focus on learning from this intermediate representation, and the
techniques for generating such representation from raw videos are beyond the scope of this paper.
In our study, we built upon the scene graph representation created in Action Genome [22] dataset,
and show that our ST-SGN model yields superior results by leveraging the graph information in both
spatial and temporal dimensions.

3

Methods

In this section, we first introduce the Action Genome [22] dataset we used for experimentation. Then
we introduce the architecture of the proposed ST-SGN model we used for scene graph learning,
including our graph encoder and various temporal modeling techniques we adopt.
3

3.1

Dataset

Action Genome [22] is a video dataset based on the Charades dataset [50], which contain videos
of a single person performing one or more of |A| = 157 actions, with each action labeled with its
corresponding start and end time within the video. Action Genome augments the Charades dataset
with bounding boxes of the person and objects, as well as the relationships between person and
objects in the form of a scene graph. Fig 2 shows some examples from this dataset.
There are a total of |O| = 36 different types of objects (including the person class), and a total of
|R| = 25 different types of relationship, where all relationships are annotated strictly between the
person and an object. For instance, a scene graph can contain < PERSON - SITTING ON - BED >
and < BED - BENEATH - PERSON >. Multiple relationships can occur between an object node and a
person node, resulting in multiple heterogeneous edges between them, which makes the scene graph
a multigraph.
Within the interval of each annotated action, or within the same video, there can be a sequence of
scene graphs of variable length with variable sampling rate, making the task of action detection using
spatio-temporal multigraphs much more challenging. In this project, instead of predicting action
directly from raw video, we are interested in using scene graphs as the input representation, and our
goal is the find a better way to fully leverage this representation and improve the performance on the
action classification problem.
3.2

Prediction Pipeline

Because the raw input videos can be variable in length, meaning a video can last between a few
seconds to several minutes, we design a general prediction pipeline to account for this problem. As in
Figure 1, we take in a raw video v and split them into several sub-clips [v (1) ...v (n) ] where n depends
on the length of the original videos. Then for v (i) , we extract scene graphs [G(1) ...G(t) ] within this
clip, and feed it to the proposed ST-SGN model (introduced in next subsection), and we detect the
actions occurred in clip v (i) .
In the case of single-label classification, we directly take in the scene graph of the trimmed clip and
feed it into the ST-SGN model for the action label with the highest confidence value. In the case of
multi-label classification, we follow the slicing strategy above and further aggregate the result across
[v (1) ...v (n) ] via the temporal max module (i.e.: global max pooling) and produce the final predictions
for v, the full raw input video.
3.3

ST-SGN Architecture

To perform the tasks of action classification, we propose a general framework of deep models whose
inputs are a sequence of graphs. As visualized in Figure 3, this framework follows the steps of (1)
graph encoding, (2) temporal reduction, and (3) classification.
Let [G(1) ...G(t) ] be a scene graph sequence of t graphs. We first use a graph encoder to encode each
(1)
(t)
graph to get a sequence of graph embedding vectors [egraph ...egraph ]. Then, a temporal reducer
reduces this sequence into a single embedding of the entire sequence eseq of a fixed size. Finally, a
classification head uses this embedding to produce a logit vector h ∈ R|A| , where |A| is the number
of action classes.
3.4

Graph Encoder

In this subsection, we define the graph representation in our model, including the relationship matrix,
node features, and edge features. Then, we introduce three graph convolution kernels and three types
of readout functions we experimented with. Although ST-SGN is a general framework that can be
adapted with any graph encoder, in this study we particularly study the GINE [21], CGconv [61],
and NNconv [51] models, as we identify them as the most promising choices to learn heterogeneous
edges among nodes.
Relationship Matrix. A relationship matrix M ∈ R|O|×|R| describes the relationship of various
objects to the person node. Mor = 1 if object o is connected to the person node via edge type of r,
4

and otherwise zero. When using a relationship matrix as the direct input, this matrix is flattened and
passed directly to the temporal reducer. This is the approach reported in the Action Genome paper
and is the baseline method that we want to compare against.
Node features. Since we have a small number of node types, we use a fixed-sized embedding
matrix Enode ∈ R|O|×|O|·|R| to lookup node features, such that the embedding for node type o,
xo = Eo ∈ R|O|·|R| is a feature vector. We use embedding size |O| · |R| to be consistent with the
size of a flattened relationship matrix.
Edge features. In our multigraphs, each object node can be connected to the person node via multiple edges, or a single "multiedge". We encode the features of a multiedge via a linear transformation
of learnable parameters Wedge and bedge , such that given a multiedge from node j to i encoded by
a vector e∗ji ∈ R|R| where zero, one, or more elements are 1s, we compute the embedding for this
multiedge by eji = Wedge · e∗ji + bedge ∈ R|O|·|R| , which is a feature vector of the same length as
the node feature.
GINE. Since our graph is feature-rich in both nodes and edges, we use GINE [21] to encode the
scene graph into a graph embedding before passing into a temporal reducer. The graph convolution
layer is defined as:


X
x0i = hθ (1 + ) · xi +
ReLU (xj + eji ) ,
j∈N (i)

where hθ is a learnable linear layer, eji is the heterogeneous multi-edge feature vector from node j to
node i, xi and xj are node feature vectors, and  is a learnable scalar parameter.
CGconv. We use a modified version of CGconv [61] that omits the center node in the concatenation,
since there is always exactly one person node acting as the sink for all edges, concatenating its feature
makes little difference. We implement CGconv’s convolution layer as:
X
x0i = xi +
σ(zij Wf + bf ) g(zij Ws + bs ),
j∈N (i)

where zij = [xj , eji ] denotes the concatenation of the neighbor node and edge features, denotes
element wise product, and Wf , bf , Ws , bs are learnable parameters, σ is the sigmoid function and g
is the softplus function.
NNconv. Neural message passing (NNconv) [51] is originally designed for graphs in chemistry,
yet it has shown [51] to be a generic framework suited for other graph problems as well. We are
interested in applying the NNconv operator to our problem and implement it as:
X
x0i = xi +
xj hθ (eji ),
j∈N (i)

where hθ denotes a single layer MLP, and
denotes the element wise product, xi , xj to the
corresponding node features and eji for the edge features.
Graph embedding readout. For each of the graph message propagation and aggregation methods
above, we also experiment three different ways to readout a graph embedding to exploit some special
properties of scene graphs:
• PERSON: This readout takes the resultant message of the person node only, this exploits the
fact that all objects have multiedges connected to the person node in scene graphs
• MEAN: This readout applies global average pooling over the resultant messages of all nodes
• MAX: This readout applies global max-pooling over the resultant messages of all nodes
(t)

In Figure 3, we denote the resultant graph embedding after readout at time t as egraph .
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Table 1: Top 1 validation accuracy of single-class action classification for trimmed videos. “RelMat”
stands for the baseline method that uses relationship matrix as feature. The best performance in each
category is highlighted in bold.
Temporal Reducer →
Model + Readout ↓

3.5

Pooling

Recurrent

Max

Mean

GRU

biGRU

RelMat

0.1785

0.2188

0.2731

0.2749

CG Max
CG Mean
CG Person

0.1905
0.1966
0.1939

0.2191
0.2144
0.2196

0.2339
0.2601
0.2687

0.2381
0.2574
0.2733

NN Max
NN Mean
NN Person

0.1966
0.1971
0.1941

0.2168
0.2183
0.2196

0.2027
0.2638
0.2716

0.1886
0.2477
0.2711

GINE Max
GINE Mean
GINE Person

0.1882
0.1944
0.2013

0.2103
0.2141
0.2176

0.1824
0.2480
0.2916

0.1940
0.2510
0.2943

Temporal Reducer

As each slice of the input video may have one or more graphs annotated, after the graph embedding
step, we have a variable sequence of graph embeddings that we need to reduce to a fixed-length
vector of hidden size |H|. We denote the resulting reduced graph embedding for the input scene
graph sequence as eseq as in Figure 3.
Temporal Pooling. We studied two types of global pooling techniques to aggregate eseq along teh
temporal dimension. In particular, we experimented with MEAN and MAX pooling. After pooling, we
then apply a linear transformation followed by a ReLU activation layer, formally as:
(1)

(t)

eseq = ReLU(Linear(MeanOrMax([egraph ...egraph ]))) ∈ R|H| .
Recurrent Network. We also exploit gated recurrent unit (GRU) [8] and its bidirectional variant
(biGRU), as sequence models often show good performance for learning temporal data. In particular,
we pass in graph embeddings sequentially along the temporal dimension:
(1)

(t)

eseq = GRU([egraph ...egraph ]) ∈ R|H| .
We then use the resultant hidden state of the GRU as the sequence embedding. When using bidirectional GRU, we reduce the hidden size by half to keep the number of parameters consistent.
3.6

Classification Head

In both single-label classification, and multi-label classification, we adopt the same classification
head, which is a linear transformation that maps embedding from |H| to |A|:
h = Wclf · Dropout(eseq ) + bclf ∈ R|A| ,
where |A| is the number of action classes, and h is the output logits of the ST-SGN model. In
single-label classification, we apply the softmax function and pick the action class with the highest
confidence value. In multi-label classification, we add temporal max pooling to logits from different
slices, apply the sigmoid function, and pick a set of action classes with high scores.
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Table 2: Validation mAP of multi-class action classification. “RelMat” stands for the baseline method
that directly flatten the relationship matrix as feature. The best performance in each category is
highlighted in bold.
Temporal Pooling
Max

Recurrent Models
Mean

GRU

biGRU

Model

T=2

RelMat

0.649 0.644 0.672 0.673

0.652 0.650 0.677 0.679

0.648 0.649 0.672 0.678

0.637 0.640 0.653 0.683

CG Max
CG Mean
CG Person

0.656 0.659 0.657 0.658

0.648 0.651 0.650 0.639

0.638 0.668 0.647 0.626

0.638 0.676 0.654 0.634

0.644 0.664 0.662 0.655

0.655 0.655 0.653 0.644

9.668 0.691 0.685 0.670

0.665 0.682 0.682 0.677

0.658 0.663 0.660 0.658

0.647 0.654 0.647 0.642

0.671 0.691 0.690 0.680

0.669 0.691 0.695 0.693

NN Max
NN Mean
NN Person

0.656 0.656 0.660 0.649

0.643 0.646 0.643 0.631

0.625 0.619 0.550 0.470

0.646 0.615 0.565 0.487

0.656 0.662 0.654 0.646

0.643 0.653 0.644 0.634

0.664 0.683 0.651 0.591

0.664 0.671 0.662 0.615

0.654 0.659 0.654 0.651

0.649 0.649 0.646 0.636

0.667 0.693 0.688 0.675

0.672 0.689 0.691 0.684

GINE Max
0.643 0.649 0.649 0.639
GINE Mean 0.655 0.658 0.653 0.643
GINE Person 0.657 0.659 0.656 0.646

0.650 0.643 0.626 0.630

0.603 0.582 0.472 0.385

0.549 0.556 0.512 0.402

0.643 0.648 0.646 0.628

0.664 0.645 0.606 0.543

0.670 0.661 0.607 0.555

0.640 0.652 0.647 0.638

0.678 0.695 0.693 0.677

0.671 0.700 0.695 0.676
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T=5 T=10 T=15

T=2

T=5 T=10 T=15

T=2

T=5 T=10 T=15

T=2

T=5 T=10 T=15

Experiments

In this section, we first present the performance on the single-label action classification task on
trimmed videos. Then, we study the performance of our method on the more difficult mult-label
action classification task on full videos.
Hyperparameters. Our model is implemented in PyTorch. We train our network using the AdamW
optimizer [38] with a learning rate 10−3 , weight decay 10−3 , and a batch size of 50. We validate our
model on the validation split every epoch, keep the best model based on validation loss, and apply an
early stopping when the validation loss stops decreasing for more than 3 epochs.
4.1

Single-Label Action Classification on Trimmed Videos

Since the Action Genome dataset comes with temporal localization for each action, we experiment on
single-action classification by trimming the raw video based on the start and end time of each action,
and extract the scene graph sequence within this interval. The goal is to train our model to take in the
sequence of graphs from trimmed intervals, and output 1 out of the 157 action labels for the clip. In
this task, we use top-1 accuracy as the evaluation metric, and we report the results on the validation
sets. For both Charades [50] and Action Genome [22], only the training split and validation split are
provided.
Input. The scene graph sequence [G(1) , G(2) ...G(t) ] for a clip v trimmed from the corresponding
raw video based on action’s start and end time.
Output.

A vector ŷ, where ŷk =

ehk
P h
j
j e

is the predicted likelihood of the action k. We output the

action label with highest possibilty.
Baseline. We use the original method in Action Genome for scene graph as our baseline method,
noted as RelM at in our experiment. This means that we still follow our model architecture in
Figure 3, but instead of using a graph encoder, we directly flatten the relationship matrix followed by
an MLP as the feature and feed to the downstream modules.
Results. We present the result of single-label action classification in Table 1. We can see that
GINE shows the best performance across all the models. Also, in comparison, the PERSON readout
7

function, and bidirectional GRU generally can attain a better result. Combined all together, GINE
with the PERSON readout followed by a bidirectional GRU temporal reducer can achieve the best
result of 29.4% in top 1 accuracy, resulting a 64.9% improvement from the relmax baseline with
max pooling.
However, in general, the top 1 accuracy of single-label classification is not high. This is because the
Charades dataset [50] has a heavy overlap of actions in a video. This means that even though we
trimmed the video based on the temporal coordinates, the trimmed clip may actually contain parts
of other actions in parallel. This may confuse the model and makes predicting a single label for the
exact clip more challenging.
4.2

Multi-Label Action Classification on Full Videos

In multi-label action classification, we take the original video as input and we want to detect and
classify the set of all actions that occurred in the video. Note that although the input/output setup is
the same as the task defined in the oracle model in Action Genome [22], we adopted a different video
clipping strategy.
As discussed in section 3.2, we clip the given video into slices, and aggregate the logits out of each
slice to form the final result. This is because we discover that this strategy yields a better performance
than the one used in the original paper [22]. In this task, we follow [50] and use mean average
precision (mAP) as the evaluation metric. Same as 4.1, we evaluate on the validation set as there is
no test set provided.
Input. Given a video v, we split video into slices of equal length [v (1) ...v (n) ], then we extract scene
graph sequence [G(1) ...G(t) ] within each slice v (i) as one group of inputs. All groups of inputs is fed
to ST-SGN in parallel. Each video may contain one or more sequences.
[i]

[i]

Output. For slice v (i) where i ∈ [1, .., n], output ŷ [i] , where ŷk = σ(hk ) is the predicted
likelihood of the action k in slice v (i) , and σ(·) is the sigmoid function. Then we apply global max
[1]
[n]
pooling over the slice dimension, such that ŷk = max([yk ...yk ]) is the predicted likelihood of the
action k being present at some point in the entire video.
Baseline. Same as 4.1, we use RelM at as our baseline method. In particular, Action Genome
paper [22] reports the result based on RelM at with max pooling. Yet unlike Action Genome, we
embed this baseline method into our general prediction pipeline for a fair comparison with our graph
neural network methods.
Additional Hyperparameters. T is the length of slices in seconds into which to split the video.
We experiment with T ∈ [2, 5, 10, 15]. For example, T = 5 means that we split a full video into
slices, where each slice lasts 5 seconds.
Results. As shown in Table 2, our video slicing strategy already yields a better result even with the
baseline method with an mAP of 64.9% (Action Genome [22] reports 60.3% mAP). Further, although
all three graph encoders leverage the node and edge features of the scene graph, we observe the same
pattern in results as in task 1.
We find that the GINE model with PERSON readout followed by a bidirectional GRU yields the
optimal result, and when T = 5, we achieve the highest mAP of 70.0%, which is a significant
improvement from 60.3% as reported in the original paper.

5

Conclusion

Inspired by the compositional nature of human activities, we studied recognizing human activities in
videos as representations of spatial-temporal scene graphs. By training and evaluating on the Action
Genome dataset, we demonstrate that our proposed SG-SGN is a powerful architecture that can fully
leverage the graph as well as the temporal features, and largely improved the state-of-the-art result on
the two challenging tasks, pushing the understanding of complicated human actions to the next level.
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